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Abstract
Parkinson's disease (PD) is the second most prevalent neurodegenerative disorder globally, yet its diagnosis continues to rely
on subjective clinical assessment, leading to delays and inconsistencies. Resting-state functional MRI (rs-fMRI) encodes rich
information about brain connectivity alterations in PD, but extracting discriminative and interpretable patterns from high-
dimensional brain graph data remains a substantial data mining challenge. This paper proposes a novel framework,
LatentBrainNet, that mines latent connectivity patterns in Parkinsonian brain networks through variational graph representation
learning. The framework integrates three stages: (i) multi-site graph contrastive pre-training using a Graph Convolutional
Network (GCN) encoder to learn transferable brain graph representations; (ii) a Variational Graph Auto-Encoder (VGAE) that
maps brain connectivity matrices into a low-dimensional probabilistic latent space, enabling uncertainty-aware feature
extraction; and (iii) a prototype-based classifier that produces both discriminative predictions and subgraph-level explanations
aligned with neurobiological knowledge. Evaluated on the PPMI dataset and an in-house multi-site fMRI cohort comprising
177 subjects, LatentBrainNet achieves 91.3% classification accuracy, 90.7% sensitivity, and an AUC of 0.952, surpassing
competitive baselines by substantial margins. SHAP and subgraph explanation analysis consistently identify the basal ganglia–
thalamus circuit, prefrontal–motor connections, and cerebellar networks as primary discriminative subgraphs, consistent with
established PD neuropathology. The proposed data-driven framework advances automatic biomarker discovery and offers
clinically interpretable decision support for PD diagnosis.

Keywords: parkinson's disease; brain network; variational graph auto-encoder; graph neural networks;
contrastive learning; data mining; interpretable AI
1. Introduction

Parkinson's disease (PD) is the second most prevalent neurodegenerative disorder after Alzheimer's disease, affecting
over 10 million people worldwide and projected to double in prevalence by 2040 as global populations age (Dorsey et al.,
2018). The core pathological mechanism of PD involves progressive loss of dopaminergic neurons in the substantia nigra and
broader disruption of cortico-basal ganglia-thalamo-cortical circuits (Braak et al., 2003; Jankovic, 2008). Despite its high
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burden, PD diagnosis remains fundamentally clinical, relying on specialist assessment of motor symptoms—tremor, rigidity,
and bradykinesia—that often appear years after significant neural degeneration has already occurred. This diagnostic delay,
compounded by phenotypic heterogeneity, motivates the search for objective neuroimaging-based biomarkers (Emre, 2003).

Resting-state functional magnetic resonance imaging (rs-fMRI) offers a non-invasive window into the brain's intrinsic
connectivity architecture. By treating brain regions as nodes and inter-regional temporal correlations as edge weights, one can
construct a functional connectivity graph (FCG) that captures the topology of large-scale brain network organization (Biswal
et al., 1995; Bullmore and Sporns, 2009). In PD, rs-fMRI studies have documented reproducible disruptions in the default mode
network, somatomotor network, and thalamo-cortical connectivity (Baggio et al., 2014; Fox and Raichle, 2007; van den Heuvel
and Hulshoff Pol, 2010). However, conventional analysis methods—seed-based correlation, independent component analysis,
or graph-theoretic summary statistics—often fail to capture complex non-linear interaction patterns and lack mechanisms for
automatic feature selection from the full connectivity matrix.

Graph neural networks (GNNs) have emerged as a powerful paradigm for learning directly from graph-structured data,
and have recently been applied to brain connectivity analysis with encouraging results (Kipf and Welling, 2017; Parisot et al.,
2018; Li et al., 2021). However, most existing GNN-based brain disorder detection models are fully supervised, require large
labeled datasets, and produce limited interpretability. Two gaps remain underexplored. First, the probabilistic structure of
functional connectivity—arising from scan-to-scan variability, inter-site heterogeneity, and the stochastic nature of neural
firing—is rarely modeled explicitly, leading to overconfident predictions from deterministic encoders. Second, the latent
representations learned by GNNs are generally not directly tied to subgraph-level explanations that clinicians can validate
against known neuroanatomical circuits.

This paper addresses both gaps by proposing LatentBrainNet, a data mining framework that combines variational graph
representation learning with prototype-based classification and subgraph explainability. The key contributions are as follows:
(1) We introduce a graph contrastive pre-training scheme using GCN encoders that learns transferable brain network
representations without requiring full diagnostic labels, improving data efficiency for downstream tasks. (2) We develop a
Variational Graph Auto-Encoder (VGAE) (Kingma andWelling, 2014; Kipf and Welling, 2016) that models brain connectivity
in a probabilistic latent space, capturing uncertainty and enabling principled regularization through the evidence lower bound
(ELBO) objective. (3) We integrate prototype-based classification that produces class-discriminative subgraph explanations
aligned with neuroscientific knowledge of PD-affected circuits. (4) We conduct comprehensive experiments on the PPMI
dataset and an in-house multi-site fMRI cohort, demonstrating state-of-the-art performance and providing systematic
interpretability analysis.

The remainder of this paper is organized as follows. Section 2 reviews related work. Section 3 describes the proposed
LatentBrainNet framework. Section 4 details experimental settings and datasets. Section 5 presents results and analysis. Section
6 discusses findings and limitations. Section 7 concludes.

2. Related Work
2.1 Graph Neural Networks for Brain Disorders
Graph neural networks have been extensively applied to neurological disorder detection by modeling brain connectivity

as graphs. Parisot et al. (2018) applied GCNs to population graphs combining imaging and non-imaging features for autism
and Alzheimer's detection, establishing a foundational population-level graph modeling approach. Li et al. (2021) proposed
BrainGNN, which introduces ROI-aware pooling operators for interpretable fMRI analysis, producing region-level importance
scores. Jiang et al. (2020) developed a hierarchical GCN (Hi-GCN) that captures multi-scale brain connectivity patterns through
cascaded pooling. Lei et al. (2020) presented a self-calibrated brain network estimation method jointly learning connectivity
structure and classification. Zhang et al. (2023) proposed a dynamic graph model capturing temporal brain network evolution.
These works advance brain disorder detection but predominantly rely on deterministic encoders and supervised settings,
limiting generalization under label scarcity and cross-site variability (Huang and Chung, 2020; Zhou et al., 2020).

2.2 Variational Graph Representation Learning
Variational autoencoders (VAEs) (Kingma and Welling, 2014) extend traditional autoencoders by encoding inputs into a

probabilistic latent distribution, enabling generative modeling and principled uncertainty quantification. The Variational Graph
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Auto-Encoder (VGAE) of Kipf and Welling (2016) generalizes VAEs to graph-structured data, using GCN-based encoders to
infer node-level latent distributions and an inner-product decoder to reconstruct adjacency matrices. Subsequent variants
incorporate multi-relational edges (Ma et al., 2019), hierarchical latent spaces (Peng et al., 2022), and temporal dynamics. In
medical imaging, variational representation learning has been applied to MRI synthesis, disease progression modeling, and
anomaly detection, but its application to brain connectivity graph analysis with explicit probabilistic latent space modeling for
PD diagnosis remains limited (Xu et al., 2019; Wu et al., 2019).

2.3 Graph Contrastive and Prototype Learning
Contrastive learning on graphs has emerged as a powerful self-supervised paradigm. You et al. (2020) proposed GraphCL,

which applies graph augmentations—node dropping, edge perturbation, attribute masking, and subgraph sampling—and trains
encoders to maximize agreement between augmented views. Zhu et al. (2020) developed GRACE for node-level contrastive
learning. Sun et al. (2020) proposed InfoGraph for graph-level representation learning via mutual information maximization.
Chen et al. (2020) demonstrated that strong contrastive representations can match supervised baselines with fewer labels.
Prototype learning (Snell et al., 2017; Vinyals et al., 2016) computes class-representative embeddings and classifies by
proximity in embedding space, providing inherent interpretability by exposing which prototypical patterns govern each
prediction. The combination of variational graph pre-training with prototype classification for neurological diagnosis is a key
novelty of this work (Zhang and Lu, 2021; Lu, 2019).

2.4 Interpretability in Graph Learning
Interpretability is critical for clinical acceptance of deep learning models. Ying et al. (2019) introduced GNNExplainer,

which identifies compact subgraphs maximizing mutual information with predictions. Lundberg and Lee (2017) developed
SHAP, unifying feature attribution under cooperative game theory. Ribeiro et al. (2016) proposed LIME for local model-
agnostic explanations. Yuan et al. (2022) provided a taxonomic survey of GNN explainability methods. For brain disorder
models specifically, subgraph explanations that map to anatomical circuits offer the most clinically actionable interpretations,
as they can be validated against existing neuroimaging literature (Doshi-Velez and Kim, 2017; Scarselli et al., 2009).

3. Methodology: LatentBrainNet Framework
Figure 1 illustrates the three-stage LatentBrainNet pipeline. Each stage is described in detail below.

Figure 1. The LatentBrainNet three-stage pipeline: (1) multi-site graph contrastive pre-training; (2) variational graph auto-
encoding; (3) prototype classification with subgraph explanation. Dashed arrow indicates the prototype classification branch.

3.1 Brain Network Construction
For each subject, resting-state fMRI time series are parcellated into N = 116 regions of interest (ROIs) using the

Automated Anatomical Labeling (AAL) atlas. The functional connectivity matrix C∈ ℝ^{N×N} is computed as the pairwise
Pearson correlation between ROI mean BOLD time series. To obtain a sparse brain graph G = (V, E, X), we apply a threshold
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θ (selected via permutation testing to preserve the top k% strongest connections) to retain the most reliable edges, where |V| =
N and the feature matrix X∈ ℝ^{N×d} is constructed from local graph-theoretic measures: node degree, clustering coefficient,
local efficiency, betweenness centrality, and nodal strength. This graph representation encodes both the topology of brain
connectivity and the functional properties of individual brain regions (Bullmore and Sporns, 2009; Power et al., 2011).

3.2 Graph Contrastive Pre-Training
To learn transferable representations without requiring full diagnostic labels—essential given the limited sample sizes in

neuroimaging studies—we employ a graph-level contrastive pre-training scheme inspired by GraphCL (You et al., 2020). For
each brain graph G_i, two augmented views G_i^1, G_i^2 are generated by randomly applying edge masking (dropping 15%
of edges), feature perturbation (adding Gaussian noise ε ~ N(0, 0.1) to node features), and subgraph sampling. A GCN encoder
f_θ(G) = GCN(A, X; W) generates graph-level representations h_i^1, h_i^2 via mean pooling over node embeddings. The
contrastive loss is the normalized temperature-scaled cross-entropy (NT-Xent) loss:

ℒ_con = − Σ_i log { exp(sim(h_i¹, h_i²)/τ) / Σ_{k≠i} exp(sim(h_i¹, h_k²)/τ) }
where sim(·, ·) denotes cosine similarity and τ = 0.5 is the temperature hyperparameter. The pre-trained GCN encoder is

subsequently fine-tuned within the VGAE stage, enabling the model to benefit from self-supervised structural priors while
adapting to the classification objective (Chen et al., 2020; Zhu et al., 2020).

3.3 Variational Graph Auto-Encoder
Figure 2 depicts the VGAE architecture. Given the brain connectivity graph G, the encoder maps node features X and

adjacency matrix A into a probabilistic latent distribution. We use a two-layer GCN encoder:
μ = GCN_μ(X, A), logσ² = GCN_σ(X, A), z ~ N(μ, diag(σ²))

Figure 2. Variational Graph Auto-Encoder (VGAE) architecture. The GCN encoder infers mean μ and log-variance logσ²; the
reparameterization trick samples z; the inner-product decoder reconstructs the adjacency matrix Â. A prototype classification

head consumes the graph-level pooled z for PD/HC prediction.

where GCN_μ and GCN_σ share the first-layer weights but have separate second-layer projection heads. The
reparameterization trick z = μ + σ ⊙ ε, ε ~ N(0, I) enables gradient flow through the sampling operation. The decoder
reconstructs the adjacency matrix as Â = σ(z zᵀ), where σ is the sigmoid function. The VGAE is trained by maximizing the
evidence lower bound (ELBO):

ℒ_VGAE = E_{q(z|X,A)}[log p(A|z)] − KL[q(z|X,A) || p(z)]
where q(z|X, A) = ∏_i q(z_i|X, A) is the variational posterior with q(z_i|X, A) = N(z_i; μ_i, diag(σ_i²)), and p(z) = N(0,

I) is the standard Gaussian prior. The reconstruction term encourages faithful graph recovery, while the KL divergence term
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regularizes the latent space to be smooth and well-structured—critical for downstream classification stability across scanning
sites (Kipf and Welling, 2016; Kingma and Welling, 2014). Graph-level embeddings z_G are obtained by attention-weighted
mean pooling over node latents, preserving the most diagnostically relevant regional representations.

3.4 Prototype-Based Classification and Subgraph Explanation
For classification, we adopt a prototype learning paradigm (Snell et al., 2017). Class prototypes p_c∈ ℝ^d for c∈ {PD,

HC} are initialized as the centroid of labeled training embeddings and updated via exponential moving average during training.
Classification scores are computed as negative squared Euclidean distances: P(y = c | z_G)∝ exp(−||z_G − p_c||^2). The joint
training objective combines the VGAE ELBO, contrastive pre-training loss, and cross-entropy classification loss: ℒ =
ℒ_VGAE + λ_1 ℒ_con + λ_2 ℒ_cls. For explanation, GNNExplainer (Ying et al., 2019) is applied to identify the minimal
subgraph that maximally influences the prototype assignment, producing ROI-level connection importance scores that
correspond to anatomically meaningful circuits (Lundberg and Lee, 2017; Ribeiro et al., 2016).

4. Experimental Setup
4.1 Datasets

Table 1. Dataset characteristics for model evaluation.

Dataset PD
Subjects

HC
Subjects

Scanning Sites Mean Age (SD) Preprocessing

PPMI (primary) 92 85 3 61.4 (9.2) HCP minimal + FIX ICA

In-house fMRI 54 48 2 63.1 (8.7) fMRIPrep v23.0

Combined cohort 146 133 5 62.1 (9.0) Harmonized (ComBat)
Table 1 summarizes the two datasets used. The PPMI (Parkinson's Progression Markers Initiative) dataset (Marek et al.,

2011) provides longitudinally acquired rs-fMRI scans from PD patients and healthy controls across multiple sites, with
standardized acquisition protocols. The in-house dataset was acquired at Anhui University of Science and Technology Hospital
using a Siemens 3T Prisma scanner (TR = 2000 ms, TE = 30 ms, 64 slices, 3 mm isotropic). Preprocessing followed a
standardized pipeline: slice timing correction, head motion correction (FD < 0.5 mm), spatial normalization to MNI152 space,
temporal band-pass filtering (0.01–0.08 Hz), and white matter/CSF signal regression. Cross-site harmonization was performed
using the ComBat algorithm (Johnson et al., 2007) to mitigate scanner-specific batch effects while preserving biological
variance.

4.2 Implementation Details
All experiments are implemented in Python 3.10 using PyTorch 2.0 and PyTorch Geometric 2.3. The GCN encoder

comprises two layers with hidden dimensions 256 and 128 respectively, followed by separate projection heads for μ and logσ²
of dimension 64. Graph-level pooling uses an attention mechanism (Lee et al., 2019). Training uses Adam optimizer with
learning rate 5×10^{-4}, weight decay 10^{-4}, and batch size 16. Pre-training runs for 100 epochs; fine-tuning for 150 epochs
with early stopping on validation AUC. Hyperparameters λ_1 = 0.5, λ_2 = 1.0 are selected by cross-validation on the training
set. Data augmentation probability is fixed at 0.2 for edge masking and 0.3 for feature perturbation. All experiments use 5-fold
stratified cross-validation, with site-stratified splitting to ensure site balance across folds. Performance metrics are accuracy,
sensitivity (recall for PD), specificity, F1-score, and AUC-ROC.

5. Results and Analysis
5.1 Brain Connectivity Pattern Analysis
Figure 3 visualizes the average functional connectivity matrices for HC and PD groups across the 20 selected ROIs, along

with their difference matrix. Clear disruptions are visible in the basal ganglia–thalamus block (rows/columns 10–12), consistent
with known PD-related dopaminergic circuit degeneration (Wu and Hallett, 2013; Baggio et al., 2014). Reduced prefrontal–
motor connectivity (rows 0–4) and increased cerebellar connectivity (row 12) are also observed in the difference matrix,
reflecting compensatory neural reorganization documented in PD fMRI literature (Tessitore et al., 2012).
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Figure 3. Average functional connectivity matrices for HC (left), PD (center), and their difference PD−HC (right).
Rows/columns correspond to ROIs ordered by anatomical system. Darker shading in HC indicates stronger mean

connectivity; the difference matrix highlights disrupted cortico-subcortical connections in PD.

The connectivity difference pattern confirms that functional connectivity alterations in PD extend beyond the basal
ganglia to encompass distributed networks. The default mode network (posterior cingulate, precuneus, medial prefrontal) shows
increased within-network synchrony in PD, consistent with reduced executive resource engagement (Menon, 2011; Buckner et
al., 2008). These structured patterns motivate a data mining approach that can simultaneously model global network topology
and local subgraph connectivity in a unified latent representation.

5.2 Classification Performance
Table 2. Classification performance comparison on the combined cohort (5-fold CV, mean ± std).

Method Accuracy (%) Sensitivity (%) Specificity (%) F1-Score AUC

SVM (FC features) 76.4 ± 3.1 74.2 ± 3.8 78.9 ± 2.9 0.753 0.831

Random Forest 78.1 ± 2.8 75.8 ± 3.4 80.6 ± 2.7 0.771 0.849

GCN (supervised) 83.7 ± 2.3 82.1 ± 2.9 85.4 ± 2.6 0.830 0.897

BrainGNN 85.2 ± 2.1 83.8 ± 2.6 86.7 ± 2.3 0.845 0.914

Hi-GCN 86.0 ± 2.0 84.5 ± 2.5 87.6 ± 2.2 0.853 0.921

VGAE only (no pre-train) 87.1 ± 1.9 85.9 ± 2.3 88.4 ± 2.0 0.866 0.930

LatentBrainNet (ours) 91.3 ± 1.5 90.7 ± 1.8 92.0 ± 1.7 0.911 0.952
Table 2 reports classification results on the combined 279-subject cohort. LatentBrainNet achieves 91.3% accuracy and

0.952 AUC, outperforming the best baseline (Hi-GCN, 86.0% accuracy, 0.921 AUC) by 5.3 and 3.1 percentage points
respectively. The comparison between "VGAE only" and LatentBrainNet highlights the benefit of contrastive pre-training:
adding the pre-training stage increases accuracy by 4.2 points, demonstrating that self-supervised structural priors significantly
improve encoder quality when labeled samples are scarce. The gap between supervised GCN (83.7%) and BrainGNN (85.2%)
reflects the value of ROI-aware pooling mechanisms, while the further improvement from VGAE-based probabilistic modeling
(87.1%) confirms that uncertainty quantification contributes to robust cross-site performance.

Traditional machine learning baselines (SVM, Random Forest) applied to vectorized FC matrices perform substantially
worse (76.4–78.1%), underscoring the information loss incurred when graph topology is discarded. This finding aligns with
evidence that topological features of brain networks carry non-redundant discriminative information that cannot be captured
by flat connectivity vectors alone (Bullmore and Sporns, 2009; Xu et al., 2019).

5.3 Ablation Study
Table 3. Ablation study on model components (accuracy %).
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Configuration Acc. (%) AUC Δ Acc. vs. Full

Full LatentBrainNet 91.3 0.952 —

w/o contrastive pre-training 87.1 0.930 −4.2

w/o KL regularization (det. AE) 88.4 0.935 −2.9

w/o prototype classifier (MLP head) 89.6 0.941 −1.7

w/o subgraph attention pooling 88.9 0.938 −2.4

Single-site training only (PPMI) 85.3 0.918 −6.0
Table 3 presents the ablation study systematically removing each component from the full model. Removing contrastive

pre-training causes the largest performance drop (−4.2%), confirming that self-supervised pre-training is the most critical
contributor—particularly important given the limited labeled samples per site. Removing KL regularization (converting the
VGAE to a deterministic graph autoencoder) causes a 2.9% drop, demonstrating that probabilistic latent modeling provides
useful regularization. Replacing the prototype classifier with a standard MLP head reduces accuracy by 1.7%, indicating that
prototype-based nearest-centroid classification provides a useful inductive bias for this relatively low-dimensional downstream
task. Restricting training to a single site (PPMI only) produces the second-largest drop (−6.0%), highlighting the importance
of multi-site diversity for generalizable model development.

5.4 Latent Space Analysis and Explainability
Figure 4 visualizes the t-SNE projections of latent graph embeddings before and after VGAE training. Before training,

PD and HC embeddings are largely intermingled in the high-dimensional feature space, confirming that raw connectivity
features alone do not yield clean class separation. After VGAE training with contrastive pre-training, the two groups form
clearly separated, compact clusters, validating that the variational latent space successfully mines the latent connectivity
patterns that discriminate PD from healthy brain network topology.

Figure 4. t-SNE visualization of graph-level latent embeddings (a) before and (b) after VGAE training with contrastive pre-
training. Circle markers: HC subjects; square markers: PD subjects. Dashed ellipses in panel (b) indicate the inferred cluster

boundaries, demonstrating clear PD–HC separation in the learned latent space.

Subgraph explanation analysis using GNNExplainer identifies the basal ganglia–thalamus circuit as the most consistently
important subgraph across subjects (appearing in top-3 explanations for 87.4% of PD cases), followed by prefrontal–
supplementary motor area connections (76.2%) and cerebellar–cortical links (61.8%). These patterns are highly concordant
with neuropathological staging of PD (Braak et al., 2003) and PD-specific fMRI findings (Wu and Hallett, 2013; Baggio et al.,
2014). Notably, the model identifies increased cerebello-thalamic connectivity as a secondary PD signature, consistent with
neuroimaging evidence of cerebellar compensation for basal ganglia dysfunction (Tessitore et al., 2012).

6. Discussion
The proposed LatentBrainNet framework demonstrates that variational graph representation learning can successfully
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mine latent connectivity patterns that are both diagnostically discriminative and neurobiologically interpretable. The substantial
performance advantage over supervised GCN baselines (91.3% vs. 83.7%) highlights a fundamental advantage of the
variational approach: by modeling the uncertainty in latent connectivity representations, the framework avoids overfitting to
idiosyncratic site-specific connectivity patterns that do not generalize across scanners. This is particularly important for PD
brain network analysis, where multi-site aggregation is necessary to achieve adequate sample sizes but also introduces
substantial technical heterogeneity (van den Heuvel and Hulshoff Pol, 2010; Smith et al., 2013).

The prototype classification design offers a transparent decision mechanism: each prediction is governed by proximity to
class prototypes in the learned latent space, and the prototype vectors themselves can be decoded into representative brain
connectivity patterns for clinical inspection. This contrasts with the "black box" nature of standard MLP classifiers, which do
not provide such explicit structural references. The 1.7% improvement from prototype vs. MLP classification is modest in
absolute terms but significant in the context of building trusted clinical decision support systems (Doshi-Velez and Kim, 2017;
Yuan et al., 2022; Ying et al., 2019).

Several limitations warrant acknowledgment. The current model uses static functional connectivity matrices derived from
full-session fMRI time series. Dynamic connectivity analysis—modeling how brain network states evolve within a single
scan—may reveal additional PD-specific patterns not captured by static graphs (Zhang et al., 2023). Additionally, while the
proposed framework achieves strong performance, validation in a fully independent prospective cohort is needed before clinical
deployment. The AAL atlas used for parcellation offers moderate spatial resolution; fine-grained parcellations (e.g., 1000-
region Schaefer atlas) may capture connectivity patterns at scales relevant to specific PD subtypes. Future work should also
explore multimodal integration, combining structural MRI, diffusion tractography, and clinical assessments to leverage
complementary biomarker information (Shen et al., 2017; Litjens et al., 2017).

From a data mining perspective, LatentBrainNet contributes a general framework for graph-structured biomedical data
that can be readily adapted to other neurodegenerative conditions, including Alzheimer's disease, multiple sclerosis, and
essential tremor. The combination of self-supervised pre-training, variational latent space modeling, and prototype-based
explanation represents a broadly transferable methodological template for high-stakes pattern mining under label scarcity (Lu,
2019; Zhang and Lu, 2021; Hochreiter and Schmidhuber, 1997).

7. Conclusion
This paper presented LatentBrainNet, a data mining framework for mining latent connectivity patterns in Parkinsonian brain
networks through variational graph representation learning. By integrating graph contrastive pre-training, a variational graph
auto-encoder, and prototype-based classification with subgraph explanation, the framework achieves 91.3% accuracy and 0.952
AUC on a 279-subject multi-site fMRI cohort—outperforming competitive baselines by 5–7 percentage points. The latent
space learned by the VGAE enables clear PD–HC cluster separation and supports neuroanatomically meaningful subgraph
explanations centered on the basal ganglia–thalamus circuit and prefrontal–motor networks. The ablation study confirms that
each framework component contributes meaningfully to final performance, with contrastive pre-training providing the largest
individual benefit. These results advance the development of objective, interpretable AI-assisted diagnostic tools for
Parkinson's disease and establish a generalizable variational graph learning methodology for brain network data mining.

Declaration of AI-assisted language editing
During the preparation of this manuscript, language-model assistance was used only for English polishing and structural
revision. All analyses, results, interpretations, and conclusions are the sole responsibility of the authors.
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