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Abstract

Industrial process workflows depend on interconnected operational technology, information systems, people,
and external services. When a cyber incident interrupts or undermines confidence in one dependency,
continuity decisions must be made before the state of the whole workflow is known. This article develops a
Bayesian decision framework that connects uncertain cyber and physical states to production, quality release,
contractual obligations, and recovery choices. A dynamic Bayesian network represents evolving asset and
workflow states; evidence from security alerts, process observations, and verified recovery checks updates
the posterior distribution. A decision layer evaluates feasible actions in terms of expected business loss,
service shortfall, and, where appropriate, downside risk, subject to independently assessed safety and
operational constraints. The framework makes explicit the difference between inferring a state, predicting an
outcome under an action, and authorizing an intervention. A fully specified hypothetical example illustrates
how an imperfect diagnostic signal changes a choice between controlled shutdown and a conditionally
available isolated operating mode. With an initial compromise probability of 0.20 and the stated loss
assumptions, the minimum expected loss falls from 28 to 20 thousand US dollars before a diagnostic cost;
the expected value of the signal is therefore 8 thousand US dollars. This is an analytical illustration, not an
empirical estimate or a claim of tested plant performance. The article discusses dependence, sparse data,
calibration, model governance, and a prospective evaluation design. Its contribution is a transparent bridge
from evolving evidence to safety-constrained continuity decisions, with a reproducible example and clearly
stated limits on operational use.

Keywords: Bayesian networks; business continuity; industrial cyber-physical systems; operational
technology; cyber resilience; workflow dependencies; decision analytics; value of information
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Bayesian Business Continuity Analytics for Cyber-Disrupted Industrial Process
Workflows

1. Introduction

Industrial production is sustained by sequences of interdependent tasks rather than by isolated machines. A
typical production order passes through material confirmation, scheduling, process control, inspection,
release, and dispatch. Each task relies on particular personnel, equipment, digital identities, configuration
records, suppliers, and communications. A loss of confidence in a scheduling application may delay a process
even when the physical equipment is undamaged; conversely, a compromised controller may invalidate
product quality while enterprise dashboards continue to report output. Industrial control systems research
therefore treats the combination of cyber, physical, and organizational dependencies as an essential feature
of risk analysis (Ding et al., 2018; Jbair et al., 2022; Knowles et al., 2015).

Business continuity teams must make decisions under considerable ambiguity. An alarm may indicate
malicious activity, a faulty sensor, an authorized maintenance action, or an interaction between these causes.
A response that rapidly restores a server can be ineffective if the server’s configuration or the identity
infrastructure it depends on is untrustworthy. A manual operating mode may preserve a limited service, but
only when trained staff, independent monitoring, required approvals, and plant-specific engineering limits
are available. In a high-consequence process, production continuity cannot be treated as permission to relax
physical safety requirements. Research on integrated process safety and security has similarly shown why
cyber threats and physical safeguards should be examined together (Yuan, Reniers & Yang, 2024; Yuan,
Yang & Reniers, 2024).

The decision problem changes over time. Initial information may be fragmented, and a decision maker may
need to choose between isolating an asset, continuing a restricted operation, diverting work, or waiting for a
verification result. Later evidence can alter the estimated compromise probability and reveal whether a
backup, production batch, or dependent service can be trusted. A static risk register is useful for preparation
but does not by itself explain how a decision should change when new evidence arrives. Dynamic Bayesian
networks provide one way to represent temporal dependencies and revise beliefs, while recognizing that their
validity depends on model structure and data quality (Tong et al., 2020; Zarei et al., 2017; Zhang et al., 2018).

Several research traditions contribute pieces of this problem. Studies of industrial cybersecurity model attack
paths, detection, or process effects; supply chain studies analyze disruption propagation and resilience; and
restoration models compare alternative recovery sequences (Heath et al., 2020; Hosseini & Ivanov, 2020;
Ojha et al., 2018). However, connecting these perspectives for a specific industrial workflow requires
decisions about the state of dependencies, the meaning of usable output, the cost of time, and the conditions
under which an action is permissible. It also requires care not to interpret a statistical association as proof
that a proposed intervention will work.

This article develops a decision-analytic framework for that connection. Its objectives are to represent cyber
and process uncertainty in a dynamic Bayesian model; translate posterior beliefs into workflow service and
business loss measures; compare feasible recovery actions while treating safety gates as independent
requirements; and show, with a complete numerical example, how imperfect evidence can change a decision.
The paper is a methodological and analytical contribution. It does not report plant observations, a deployed
software product, field validation, or estimates of the frequency of real attacks. Its intended users are
researchers and multidisciplinary continuity teams seeking a transparent basis for a later, site-specific
implementation.

The remainder of the paper reviews the related literature, defines the workflow and decision problem,
presents the Bayesian and decision models, works through a hypothetical case, and discusses implementation,
validation, and limitations. The illustrative calculations are deliberately small enough to check by hand; the
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dynamic model describes the general extension and is not presented as empirically validated by the small
example.

2. Literature Review

2.1. Cyber risk and industrial process dependencies

Industrial cyber-physical systems couple digital communications and control logic with physical processes.
Security assessments must consequently consider the timing of control actions, the validity of sensor and
actuator data, and the potential interaction of cyber compromises with conventional equipment failures.
Surveys of industrial control security and control-oriented detection provide foundations for differentiating
these systems from ordinary enterprise information systems (Ding et al., 2018; Knowles et al., 2015). Threat-
modeling research extends the analysis across system life cycles and dependencies, supporting the
identification of attack surfaces before a disruption occurs (Jbair et al., 2022).

A further difficulty is that an observable deviation does not identify its cause with certainty. Physics-based
monitors may detect inconsistency between a process model and measurements, but their effectiveness
depends on model accuracy, disturbances, operating regimes, and possible manipulation of measurements
(Giraldo et al., 2018). Fault-diagnosis literature also emphasizes that different diagnostic approaches make
different assumptions about available data and system behavior (Dowdeswell et al., 2020). For continuity
planning, a useful assessment therefore retains multiple hypotheses and does not equate an anomaly score
with proof of an attack.

Bayesian approaches have been applied to industrial cybersecurity to represent uncertain dependencies and
combine available evidence. A fuzzy-probability approach addresses dynamic cybersecurity risk in industrial
control systems, while system-level dependency modeling links interactions to operational risk identification
(Rotibi et al., 2025; Zhang et al., 2018). A recent review also considers context-based modeling, digital twins,
and machine learning for industrial cybersecurity (Abraham et al., 2025). Work combining behavioral
anomaly detection with Bayesian modeling and work distinguishing intentional attacks from technical faults
are particularly relevant to a continuity team deciding what an alert actually implies (Chockalingam et al.,
2021; Faramondi et al., 2023). These studies motivate probabilistic reasoning, but a posterior estimate still
has to be connected to feasible actions and business outcomes.

2.2. Safety, process resilience, and recovery

Process safety research has developed dynamic Bayesian methods for changing operating conditions and
accident scenarios. Examples include dynamic safety risk modeling, data-driven failure analysis, and
adaptive networks incorporating process loss functions (Adedigba et al., 2017; Amin & Khan, 2022; Zarei et
al., 2017). These methods support the use of process evidence, but practical deployment must preserve safety-
engineering judgment, conservative treatment of uncertainty, and independence of protective systems.
Combining safety and security analysis is important because the same intervention can change both exposure
to an adversary and the availability of a safeguard (Yuan, Reniers & Yang, 2024; Yuan, Yang & Reniers,
2024).

Resilience is often defined in relation to the ability to maintain, adapt, and recover a valued function after
disruption; its measurement depends on the selected performance variable and time horizon. Reviews of
cyber-physical and process-industry resilience show that definitions, boundaries, and methods vary
substantially (Cassottana et al., 2023; Ghaljahi et al., 2025). Dynamic Bayesian models can represent changes
in system functionality and recovery over time and capture dependencies among process-industry facilities
(Tong & Gernay, 2023; Tong et al.,, 2020); context-based production research emphasizes operator
participation and heterogeneous dependencies (Bagozi et al., 2021). A resilience score alone, however, does
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not say whether a batch is acceptable, whether a customer’s critical order is fulfilled, or whether a proposed
restoration action is safe.

Prior manufacturing work considers resilience of cyber-physical control systems and quantitative measures
for production recovery (Alexopoulos et al., 2022; Moghaddam & Deshmukh, 2019). Research on active
defenses in industrial control systems further illustrates the need to evaluate protective measures in relation
to physical process operation (Chaves et al., 2017). These studies support recovery-oriented analysis, yet the
appropriate objectives and permissions must still be specified for each process. This article therefore uses
service and loss measures alongside independently established engineering constraints instead of treating any
one resilience index as a universal decision rule.

2.3. Supply chain disruption and business continuity

Supply chain resilience research examines how disturbances propagate through connected organizations and
how redundancy, substitution, and recovery can mitigate their effects. The ripple-effect literature explains
why a localized disruption can alter capacity, inventory, and downstream delivery obligations (Dolgui et al.,
2018; Hosseini et al., 2019). Bayesian network studies model dependencies between suppliers and risk
propagation, including temporal recovery and multiple network layers (Garvey et al., 2015; Hosseini &
Ivanov, 2020; Hosseini & Ivanov, 2022a; Hosseini et al., 2020; Ojha et al., 2018). Complementary research
has developed resilience measures that account for propagation and recovery and considered cyber-physical
interdependencies within supply networks (Chen et al., 2020; Hosseini & Ivanov, 2022b; Zhang et al., 2024).

The continuity problem addressed here differs in its unit of analysis: the production workflow and the
business service it supports. Supplier and enterprise dependencies remain relevant, but the analysis must also
distinguish control availability from trusted process execution and approved quality release. A restored
machine is not sufficient if the records needed to verify a batch are unavailable. A supply network can be
modeled in the same Bayesian architecture, but aggregating every dependency into a single “available” state
would hide these distinctions. Prior restoration and network-risk optimization studies provide useful decision
formulations, including sequencing under uncertainty and protection of interdependent facilities (Heath et al.,
2020; Liu et al., 2024; Ruskey & Rosenberg, 2022).

A separate business continuity literature emphasizes the need to identify critical activities, assess
consequences, and select controls suited to organizational contexts (Torabi et al., 2016). The present
framework connects those concerns to time-indexed beliefs and explicit decision alternatives. It does not
assume that resilience investment will always reduce loss: a redundant route can share a compromised
identity provider, and an emergency procedure can impose its own delay, cost, or safety limitations. Such
dependencies need to be represented and tested rather than assumed away.

2.4. Research gap and position of this article

The literature already contains Bayesian models for industrial security, safety, and supply-chain resilience,
as well as optimization models for cyber-physical mitigation (Bhosale et al., 2024; Yuan, Yang & Reniers,
2024; Zebrowski et al., 2022). Consequently, the contribution of this article is not the invention of Bayesian
networks or the observation that security affects business continuity. Its proposed contribution is the explicit
assembly of four components: a workflow-level dependency map, posterior updating with evidence
provenance, a feasibility screen for safety and authorization, and a loss-based comparison of recovery
alternatives that can include the value of information.

This synthesis also clarifies several common analytical errors. First, alert probabilities cannot be multiplied
as though sources were independent when they share a sensor, asset, or data pipeline. Second, a graph that
accurately predicts observed outcomes does not automatically identify the effect of an intervention. Third, a
low expected cost is not evidence that a proposal satisfies a process safety case. Fourth, simulated
improvements must not be reported as measured operational gains. The framework addresses these issues
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through explicit assumptions and governance requirements, while leaving site-specific causal identification
and field validation as future work.

3. Problem Definition and Workflow Representation

3.1. System boundary and decision setting

Consider a manufacturer responsible for delivering a defined set of products or services over a planning
horizon divided into periods t =0, 1, ..., T. The system boundary contains a set of production tasks, digital
assets, physical assets, staff capabilities, and external dependencies. A task can be executable, restricted,
unavailable, or unverified. Dependencies may include a manufacturing execution system, controller,
engineering workstation, historian, quality record, trained operator, supplier, and logistics service. The
boundary must be set around the business service of interest; an enterprise-wide total is not meaningful unless
the relevant workflows and constraints are included.

The illustrative workflow in Figure 1 follows an order from authorization to production, quality release, and
dispatch. It also shows shared information and security dependencies. The drawing is a conceptual
representation, not a diagram of a particular plant. It highlights three kinds of edge: a prerequisite for
executing a task, a source of evidence about a state, and a potential effect of a recovery action. These edges
should be recorded separately because a monitoring relationship does not necessarily imply a physical
production dependency, and an observed association does not automatically establish an intervention effect.

Order Process Quality Delivery /
authorization execution release dispatch

A !
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- e

- :
Process and Bayesian state Safety screen and
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Dashed arrows: observation and decision feedback

Figure 1. Conceptual Relationship between the Workflow, Evidence, and Continuity Decisions

Industrial workflows need more than a binary up-or-down description. For example, the production line may
be technically operable while its recipe version is uncertain, and an order may remain blocked if batch records
cannot be authenticated. A replacement controller can restore capacity but may still depend on a common
engineering workstation. A paper-based workaround may be possible for a narrow product family while a
regulated or high-risk product requires a validated digital record. The workflow map should therefore
distinguish capacity, integrity, authorization, quality release, and downstream delivery.

A task may have AND prerequisites, where all required dependencies must be available, or OR alternatives,
where approved substitutes are possible. A shared asset feeding multiple tasks creates a common cause of
disruption. Recovery can be constrained by the availability of skilled personnel, specialized equipment, safe
access, backup integrity, or vendor support. These are not generic probabilities: the owner of the model must
define them with process engineers, cybersecurity personnel, quality staff, and business continuity managers.
Research on interdependent infrastructure and manufacturing provides precedents for representing such
shared functions (Hossain, Jaradat, et al., 2019; Hosseini et al., 2016; Moghaddam & Deshmukh, 2019).
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3.2. States, observations, actions, and timing

Let X, be the collection of latent states at the start of period t. Components can describe compromise status,
process integrity, quality evidence, resource availability, and supplier condition. Let Y represent the evidence
received during the period, and let a; denote an action selected after reviewing that evidence. Examples of
observations are a security alert, an independent physical reading, an authenticated backup check, and an
operator’s report. Examples of actions are controlled shutdown, a validated isolated operating mode,
restoration from a verified image, expedited inspection, and reassignment of an order to an approved facility.

States and observations should not be conflated. “Alert present” is an observation; “controller compromised”
is a latent hypothesis. “Backup verified” may be an observation derived from a defined verification procedure,
while “backup usable for safe restoration” is a state requiring additional prerequisites. A stale or missing
signal should be represented explicitly if its absence is informative. An evidence item should carry a source,
timestamp, applicable operating regime, integrity status, and known dependence on other observations. In
cases of possible evidence manipulation, the model should include a credibility or compromise state for the
sensing pipeline where adequate information exists.

A decision epoch is defined by a practical opportunity to change the response, such as receipt of a diagnostic
result or completion of an authorization check. Within the model, the sequence is: observe available evidence,
update beliefs, determine feasible actions, select an action, and allow the state to evolve. Real operations may
require immediate protection before full inference; a predefined emergency trip or other safety action takes
precedence over this sequence. No Bayesian calculation should delay an established protective response or
modify independent control logic without authorization.

The model distinguishes an action being theoretically listed from being available at a particular time. If
qualified operators are absent, a workaround is unavailable even if it is attractive in expected cost. If
independence of a protective system cannot be verified, the site’s safety rules may prohibit a restart. Because
these gates are determined outside the analytical optimizer, a missing approval is not converted into a low
probability of harm and traded against revenue. The optimization is performed only over actions that pass
the applicable gate.

3.3. Notation and assumptions

Table 1 summarizes the main notation. The general framework uses discrete time for clarity, although event-
driven or continuous-time variants can be built where process dynamics require them. It assumes that the
analyst can define a bounded set of operational states and a set of candidate actions, and can either estimate
or elicit the distributions needed for inference. These assumptions are substantive limitations, not claims that
industrial incidents are fully observable or that rare attacks follow stable historical frequencies.

Table 1. Principal Notation

Symbol Definition

Xt Unobserved cyber, physical, quality, and resource states at time t

Yi Observations available at time t, with provenance and timing

he History of observations and actions available at the decision time

bi(x) Posterior probability that X; = x given the history

arand 1 A candidate action and a multi-period decision policy

Asate(hy) Actions independently approved under the applicable safety and authorization gates
djt and qjt Required and eligible, quality-released service for workflow j in period t
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Symbol Definition
Land R Modeled loss and normalized priority-weighted service measure
EVSI Expected value of sample information before diagnostic cost

The model treats the observation mechanism and transition mechanism as potentially dependent on operating
conditions and past actions. The likelihood for a sensor during startup may differ from that during steady
production, and a shutdown action can change the transition probabilities of an equipment state. When
historical records do not support a reliable estimate, expert elicitation can provide a structured prior,
preferably documented as ranges or distributions rather than a single confident number. The provenance,
calibration period, confidence, and dependencies of every influential assumption should be recorded. Work
on dynamic assessment and dependency-based operational risk provides a methodological basis for this
transparent representation (Kanes et al., 2017; Rotibi et al., 2025; Zhu et al., 2018).

The framework does not presume that cyber events are independent of ordinary faults, that historical
observations are representative of future adversarial behavior, or that all losses can be monetized accurately.
Those are hypotheses to be examined. Where uncertainty cannot be bounded credibly, a conservative rule,
human review, or additional information may be more appropriate than ranking actions on a fragile expected-
value calculation. The small example later in this article imposes stronger assumptions so that its arithmetic
is transparent.

4. Bayesian Continuity Analytics

4.1. Dynamic dependency model

A dynamic Bayesian network describes a joint probability distribution over system states and observations
in successive periods. Let by(x) = P(X; = x | hy) denote the belief in state x given the available history h;,
including earlier actions and observations. For a chosen action a;, a transition model P(x’ | x, a;) describes
possible states in the next period, while an observation model P(y’ | x', a;) describes the evidence expected
from those states. The resulting Bayesian update is:

b (x") = [P(ye1 | X', a) X Zx P(X" | X, a)bux)] / P(ye1 | hy, ar). (1)

The denominator normalizes the probabilities and is the sum of the numerator over all possible x’. This
expression assumes the specified state is sufficient for the chosen Markov representation and that the
observation model is valid for the action and operating regime. If a diagnostic action produces an observation
before any meaningful state transition, a same-period Bayes update is the appropriate simplification. If the
physical process has long memory, a state variable can be enlarged to retain relevant history or a different
temporal model can be used.

A dynamic graph may contain separate nodes for an enterprise application, an identity service, a control
function, production capability, quality evidence, and a customer order. Within each time slice, directed edges
encode the conditional dependencies assumed by the model; between slices, they encode persistence and
recovery. Bayesian network construction for industrial control and risk assessment shows how domain
dependencies can be translated into probabilistic structures (Bhosale et al., 2024; Zhang et al., 2018; Zhu et
al., 2018). Nevertheless, a graph is a model of assumptions: an arrow in a diagram is not sufficient evidence
of physical causation, and a missing arrow can suppress an important common cause.

For example, two alerts produced by the same historian can be correlated even conditional on the true plant
state. Treating them as independent may exaggerate certainty by counting the same underlying information
twice. A practical graph can include their shared source and use a joint or conditional likelihood; if the data
do not support this, an analyst can compare dependence assumptions and report a range of posteriors.
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Likewise, a restored server and a restored workstation may fail together if they use the same authentication
service. Shared dependencies should be represented as nodes or other explicit common factors rather than
hidden in independent component reliabilities.

4.2. Learning from sparse and potentially unreliable evidence

In well-observed settings, conditional probability tables or parametric transition models can be estimated
from logged incidents, exercises, testing, or maintenance records. In sparse settings, priors may combine
engineering judgment with limited observations. For a binary event with a Beta(a, B) prior and n comparable
trials containing k events, the posterior is Beta(a + k, p + n — k), provided the trials are conditionally
independent and exchangeable under the model. The posterior mean is (o + k)/(o + B + n). This simple update
is illustrative; adversarial incidents are not automatically exchangeable, and evidence collected after a policy
change may need a different model.

Expert judgments should be elicited in terms of clearly defined events, horizons, and conditioning situations.
An estimate of “the probability of attack™ is ambiguous unless the attack, exposed system, observation period,
and existing controls are specified. Multiple experts can be asked for low, central, and high estimates, then
their disagreements and areas of shared evidence can be recorded. Pooling should avoid treating repeated
opinions based on the same source as independent observations. Sensitivity analysis across plausible priors
is often more informative than claiming precision from one elicited table.

Evidence may be missing because a device is unavailable, a logging pipeline has been disabled, or
communication has been intentionally interrupted. If the reason for missingness depends on the system state,
simply ignoring the missing observation may bias the posterior. Conversely, the same indicator can reflect
an authorized intervention or a hostile action. Distinguishing these possibilities requires maintenance records,
independent process measurements, or further diagnostics when available (Chockalingam et al., 2021,
Dowdeswell et al., 2020; Giraldo et al., 2018). Conflicting evidence should remain visible to reviewers rather
than being hidden in a single score.

4.3. Mapping beliefs to service performance

Let dj; be the quantity of service or output required for workflow j in period t, and let q;(x, a) be the quantity
that can be produced, verified, and released in that period under state x and the modeled action. The eligible
quantity excludes output that cannot satisfy mandatory safety and quality conditions. For a single product
family, a simplified representation is:

gj = min{production capacity, quality-release capacity, dispatch capacity, dji}, subject to all required gates.
2

This expression is a bottleneck approximation, not a full scheduling model. In a real plant, buffers, work in
process, product substitutions, material yields, sequence-dependent setup times, and shared resources may
require a flow or scheduling model. Capacity in the formula must refer to comparable units in the same period,
and output cannot be counted as delivered merely because it was produced. A separate inventory balance is
needed if an undelivered or unverified batch carries forward to a later period.

A normalized, horizon-specific continuity measure can be constructed as total priority-weighted eligible
output divided by total priority-weighted demand. Let w; be a documented nonnegative priority weight. Then
R =% % wj qjc / Z¢ Zj w; djt, provided the denominator is positive. If g is bounded by dji, R lies between zero
and one. Posterior scenarios yield a distribution of R rather than only a point value. The weights express an
organization’s chosen priorities; they are not an objective measure of the value of human safety,
environmental protection, or legal compliance. Those matters remain independent constraints.

Other outputs should be reported alongside R: the duration below a minimum service level, the probability
of missing a contractual delivery date, the time until a quality-approved product can be released, and the
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probability of a permitted recovery by a specified time. These measures are defined with reference to a
particular workflow, baseline, and horizon. Resilience measures and supply network analyses in prior
research similarly depend on the performance function and disruption boundary selected (Chen et al., 2020;
Hosseini & Ivanov, 2022b; Hosseini et al., 2019). Comparisons across facilities are meaningful only if
definitions and operating contexts are comparable.

4.4. Decision objectives and safety gates

For an admissible action or policy m, a financial loss Lx can include incremental response expenditure,
contribution margin lost on unserved demand, contractual penalties, additional logistics costs, and verified
rework. The model should count each consequence once: for example, lost contribution and a contract penalty
are distinct only if the accounting definition supports both, while revenue and contribution margin should not
both be subtracted for the same undelivered unit. Deferred orders should be distinguished from permanently
lost orders, and any terminal backlog must be valued consistently with the horizon.

A risk-neutral one-period decision chooses the action that minimizes posterior expected loss:
a* = arg min over a in Asse(hc) of E[L(a, X¢) | h]. (3)

Here Asre(hy) is the set of actions that have passed applicable site safety, quality, legal, and authorization
checks at the decision time. It may be empty if no modeled action is approved; in that case the optimizer
cannot provide an operational instruction and the established incident procedure applies. A policy for multiple
periods can instead minimize expected cumulative loss over feasible actions, including transitions and future
observations. The one-period numerical example below does not solve this larger sequential problem.

If management is concerned about severe losses, the expected value can be complemented by a tail-risk
measure such as conditional value at risk (CVaR). For confidence level o and loss L, CVaR can be calculated
as min_n {n + E[(L — n)_+]/(1 — a)}. A weighted objective combining expected loss and CVaR is one
possible choice, but the weight and o must be disclosed and reviewed. For discrete distributions, this
optimization form correctly handles probability mass at the quantile. Financial tail-risk preferences must not
replace non-negotiable safety restrictions; a small modeled probability of a catastrophic event is not by itself
an authorization to proceed.

A site may also use an independently approved probabilistic threshold for a specified risk as one additional
screening condition, but a modeled chance constraint cannot substitute for a safety case or mandatory rule.
Its credibility depends on the validity of the probability model and the coverage of possible failure modes.
When estimates are poorly supported, decision makers should examine conservative parameter ranges and
compare the resulting recommendations. Robust Bayesian network and optimization research shows why
data scarcity and model uncertainty deserve explicit treatment (Liu et al., 2021; Liu et al., 2024).

4.5. Value of information and sequential decisions

A diagnostic can be valuable because it changes an action, not simply because it produces a more precise
probability. Before paying for a test Z, let Cy be the minimum expected loss using current information. Let
Cz be the expected minimum loss after observing the test result, before the cost of the test. The expected
value of sample information is EVSI = Cy — Cz. In this definition both optimizations use the same feasible
action set and credible decision model. A diagnostic is financially attractive in the simplified risk-neutral
setting when EVSI exceeds its total incremental cost, including delay and any extra operational exposure.

The theoretical expected value of perfect information provides an upper bound when the perfect and
imperfect observations concern the same state, the action set is unchanged, and observation is costless and
does not alter the system. Actual tests may delay recovery or expose an asset, so this bound does not imply
that testing is safe or worthwhile. In a sequential setting, observations can change later actions and future
evidence, making the timing of information important. The general framework can be viewed as a partially
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observed decision problem, but solving one in practice may require approximations and careful checking of
computational error.

Association and intervention must be separated at this stage. A model trained on observed restarts may reflect
selection: teams may restart only relatively healthy systems. Applying that association to predict outcomes
under a forced restart would be misleading. Action-specific transition distributions should be supported by
engineering mechanisms, controlled exercises, appropriate observational identification, or carefully qualified
expert judgment. If the data cannot identify an action’s effect, the result is a scenario assumption, not an
empirically verified causal effect. Mitigation frameworks and restoration studies illustrate the importance of
tying decision alternatives to explicit assumptions (Heath et al., 2020; Zebrowski et al., 2022).

4.6. Governance and decision trace

Each recommendation should be accompanied by its decision time, workflow boundary, available actions,
evidence provenance, posterior distribution, assumed action effects, material cost parameters, and safety-gate
status. The record should identify the model version and the person or role authorized to approve an action.
Operators must be able to inspect the main drivers, reject a recommendation, and record reasons for
overriding it. An explanation should identify the thresholds and missing evidence that matter, rather than
merely displaying a numerical probability with excessive decimal places.

During an incident, security and operations teams may disagree about whether evidence is trustworthy or
whether an asset is ready. The model should preserve alternative scenarios and their consequences rather than
suppressing disagreement in a single consensus estimate. A protected decision log supports later
reconstruction, but storage and access controls must be appropriate for sensitive industrial information.
Model outputs should be advisory until the organization has completed site-specific engineering, security,
and governance reviews. The framework is not a safety instrumented system and is not intended to issue
control commands.

5. Illustrative Numerical Analysis

5.1. Hypothetical workflow and assumptions

Consider a fictional process workflow whose scheduling and controller support environment has generated
a security alert. A decision team must choose, for a fixed decision horizon, between a controlled shutdown S
and an isolated operating mode M. The isolated mode is assumed to have passed all relevant engineering,
staffing, authorization, and quality gates before it enters the choice set. If any gate fails, M is unavailable and
the comparison below does not apply. The example uses no data from a real manufacturer and does not
represent an actual incident.

Let C mean that the relevant support environment is compromised and N mean it is not compromised. The
prior probability is P(C) = 0.20. A diagnostic produces either a positive indication A or a negative indication
—A. Its sensitivity is P(A | C) = 0.80 and its false-positive probability is P(A | N) = 0.10. The diagnostic is
assumed to leave the underlying state unchanged, generate its result before the action, and be available at an
incremental cost of 2 thousand US dollars with no additional delay or safety impact. Those assumptions
would require verification for a real diagnostic.

Losses for the fixed horizon are 32 thousand dollars for S in either state, 12 thousand dollars for M in state
N, and 92 thousand dollars for M in state C. These are total modeled losses, not separate terms to be added
to other costs. The higher loss for M under C represents a hypothetical combination of business disruption
and unsuccessful containment or rework; it is not an estimate of physical harm. Table 2 provides all
parameters needed to reproduce the example. All amounts in Tables 2—4 are expressed in thousands of US
dollars unless a probability is shown.
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Table 2. Hypothetical Diagnostic and Loss Assumptions

Quantity Value Interpretation

Prior P(C)=0.20 Compromise probability before the diagnostic
Positive if compromised P(A|C)=10.80 Diagnostic sensitivity

Positive if not compromised P(A|N)=0.10 False-positive probability

Shutdown S 32inCor N Total loss over the fixed horizon

Isolated mode M 92in C; 12in N ;l)";)st:l loss; available only after all required gates
Diagnostic cost 2 Incremental cost; no delay assumed

Timing Result before action Diagnostic does not alter the underlying state

5.2. Decisions without and with the diagnostic

Without the diagnostic, the expected loss of M is 0.20 x 92 + 0.80 x 12 = 28, while the expected loss of S is
32. Because both are assumed feasible and the decision maker is risk neutral, M minimizes expected loss. In
general, if p is the probability of C, the expected loss of M is 12 + 80p, so M and S are equal at p=0.25. M
is preferred for p < 0.25 and S for p > 0.25; at the threshold the two are tied. This is an economic decision
threshold under the stipulated losses, not a safety threshold.

The probability of a positive diagnostic result is P(A) = 0.20 x 0.80 + 0.80 x 0.10 = 0.24. Bayes’ rule gives
P(C | A) =0.16/0.24 = 0.6667. For a negative result, P(—A) = 0.76 and P(C | ~A) = 0.04/0.76 = 0.0526.
Consequently, the preferred feasible action after a positive result is S, and after a negative result it is M. Table
3 shows the posterior expected losses of both actions. The example contains one diagnostic; it does not
assume that multiple security alerts are conditionally independent.

Table 3. Posterior Decisions and Expected Losses

Information P(C | information) Loss S Loss M Preferred
No diagnostic 0.2000 32.00 28.00 M
Positive A 0.6667 32.00 65.33 S
Negative ~A 0.0526 32.00 16.21 M

The expected loss under this diagnostic-contingent policy, excluding the diagnostic cost, is 0.24 x 32 + 0.76
x 16.2105 = 20.00. The same result follows by summing joint probabilities and associated losses: 0.24 x 32
+0.04 x 92 +0.72 x 12 =20.00. The EVSI is therefore 28 — 20 = 8.00, and the net expected benefit after the
diagnostic cost is 6.00. The total expected loss with the diagnostic and its cost is 22.00. These values follow
from the assumed loss matrix and probabilities; they do not establish the value of a real industrial monitoring
tool.

For comparison, perfect knowledge of the state would lead to S in C and M in N, giving an expected loss of
0.20 x 324+ 0.80 x 12 = 16.00. The expected value of perfect information is 28 — 16 = 12.00, so the computed
EVSI of 8.00 is consistent with the perfect-information upper bound under the stated assumptions. This
arithmetic check is useful, but it is not a validation of the prior, likelihoods, losses, or action effects.
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5.3. Sensitivity to the prior and loss assumptions

The recommendation and the value of the diagnostic depend on the prior probability. Table 4 varies P(C)
with other inputs fixed; loss after testing excludes its cost, while net benefit subtracts the cost from EVSI. At
a prior of 0.05, a positive test only just raises the posterior above the 0.25 decision threshold; the resulting
EVSI is 0.50, below the assumed cost of 2. At a prior of 0.10, EVSI is 3.00 and the net benefit is 1.00. At a
prior of 0.40, the no-test decision is S, but a negative result supports switching to M. At 0.60, the negative-
result posterior equals the decision threshold, so the diagnostic has no decision value in this stylized setting.

Table 4. Sensitivity of Information Value to the Prior

Prior P(C) Loss without test Loss with test EVSI Net benefit
0.05 16.00 15.50 0.50 -1.50
0.10 20.00 17.00 3.00 1.00
0.20 28.00 20.00 8.00 6.00
0.40 32.00 26.00 6.00 4.00
0.60 32.00 32.00 0.00 -2.00

These results are non-monotonic. A more severe prior belief does not automatically imply a greater value of
testing: at very high prior probabilities, both outcomes can lead to the same decision. Equally, a very reliable
test may be of limited economic value when it cannot change any feasible choice. The conclusion depends
on the assumed action costs and information quality. If the compromised-state loss of M were 72 rather than
92, the threshold would rise to 20/60 = 0.3333 and, at the baseline prior, EVSI would be 4.80. If that loss
were 112, the threshold would be 0.20 and EVSI would be 11.20; before testing the two actions would be
tied. These variants hold all other inputs fixed and ignore diagnostic cost when reporting EVSI.

The example does not model the diagnostic’s effect on restoration time, sensor compromise, correlated
observations, dynamic attacker adaptation, or multiple products. It also assumes the same feasible action set
before and after testing. If a test confirms a mandatory condition for a workaround, then the action set itself
changes and a simple comparison with the same-set EVSI definition is insufficient. In that situation, the
diagnostic should be evaluated as part of a larger intervention pathway, including the cost and time of
verification, and the safety gate remains independently binding.

6. Managerial and Operational Implications

6.1. From asset inventory to critical workflow mapping

A continuity team can start with one high-value or safety-relevant workflow instead of attempting to model
the entire enterprise. The first task is to document the service, customer commitments, acceptable interruption,
and actual prerequisites for production and release. Process engineers can map physical constraints; security
specialists can identify digital assets and trusted paths; quality staff can identify records needed for release;
and business owners can specify order priorities and financial consequences. The map should include off-
site services and people, because a nominally redundant asset can remain dependent on the same personnel
or shared identity service.

A useful dependency register records both a normal route and any approved substitute, the conditions for
switching, the expected restoration sequence, and evidence required to declare the task trustworthy. For
instance, a substitute communications route may be available only if a separate credential and a verified
configuration are accessible. A quality inspection may continue manually but require later reconciliation
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before release. These distinctions support exercise design and prevent an availability dashboard from
presenting technically running equipment as a completed customer service.

The appropriate unit of business impact is a fulfilled obligation, not simply machine uptime. A line that runs
at full speed while producing unreleasable material can increase loss through scrap, rework, and delayed
deliveries. Conversely, a lower throughput route may protect a critical customer commitment if it maintains
quality and traceability. Studies of supply network resilience and restoration provide useful analogies, but
local workflows determine which dependencies and consequences are material (Heath et al., 2020; Hosseini
et al., 2020; Zhang et al., 2024). Priority weights and acceptable service levels should be approved before an
incident to reduce arbitrary decisions under pressure.

6.2. Evidence selection and recovery sequencing

The model can help identify evidence that is decision-relevant. A test of backup integrity is potentially useful
when it determines whether a rapid restoration action is trustworthy; a further alert from the same
compromised logging source may add little. Evidence should be evaluated for accuracy, timeliness,
independence, and the potential for tampering. Before an incident, teams can test whether their supposedly
independent diagnostic is actually dependent on a shared network, power supply, clock, authentication
service, or configuration database.

Recovery sequencing should consider enabling relationships. Restoring an identity service, verified
engineering environment, or validated record store may unlock several downstream tasks, but it can also
create exposure if compromised trust relationships are reintroduced. A state-transition model should
represent both benefits and residual risk, including the possibility that a restored dependency fails again. If
two recovery tasks compete for the same specialist, a schedule that assumes simultaneous work is infeasible.
Existing restoration and Bayesian supply-network methods provide useful starting points for the necessary
resource and dependency constraints (Heath et al., 2020; Hossain, Nur, et al., 2019; Ruskey & Rosenberg,
2022).

The value of an observation is sensitive to the decisions available after it arrives. If no safe alternative exists,
an additional diagnostic might improve situational awareness without changing the immediate action; its
other benefits should be evaluated separately. If a test is slow enough to miss a contractual deadline, its delay
cost can exceed the expected benefit of a better choice. Conversely, a quick, independently verified result
can prevent an unnecessarily long shutdown or an ill-advised restart. None of these outcomes should be
assumed in advance; their likelihood and operational cost require exercises and validation.

6.3. Resource allocation, tail risk, and shared dependencies

Before an incident, the same framework can support comparisons of measures such as an independently
administered backup, additional cross-trained staff, protected quality records, and a qualified alternate site.
Each measure changes specific model inputs: an independent backup may change recovery time and
common-cause exposure; a trained team may change the set of feasible actions; and an alternate site may
change the service capacity available during disruption. Modeling the mechanism explicitly helps prevent
adding a generic “resilience improvement” percentage to every scenario.

Budget allocation should also reflect correlated failures. Two backups stored under the same administrative
control may offer less protection against a common compromise than two truly separated recovery paths. A
small number of shared services can dominate multiple workflows, but concentrating all resources on one
high-centrality asset can be misleading if its loss is easy to bypass or its recovery requires unavailable
expertise. Criticality depends on consequences, substitutability, time, and decision alternatives as well as
graph position. Integrated cyber-physical network research and resilience measurement motivate attention to
such dependencies (Chen et al., 2020; Hossain, Jaradat, et al., 2019; Zhang et al., 2024).
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Expected loss provides a useful baseline for business planning, while tail measures and scenario analysis
expose outcomes that the average can hide. However, a precise tail metric estimated from a very small sample
can be misleading. Teams should report the assumptions that drive tail losses, specify exclusions, and
consider stress scenarios outside the estimated distribution. A review of quantitative resilience methods and
work on risk under incomplete data both suggest caution about relying on a single numerical summary
(Hosseini et al., 2019; Liu et al., 2024). A result can be useful for comparison even when the correct decision
is to gather more evidence or preserve a conservative operating state.

6.4. Coordination and accountability

The framework assigns different types of expertise to different parts of the decision. Control and process
engineers define physical limits and approved procedures; cybersecurity personnel assess compromise
hypotheses and evidence integrity; quality staff decide whether records and output satisfy release
requirements; and business owners estimate service consequences. The decision authority then considers the
model output within the organization’s established incident governance. A model developer should not
independently authorize physical operation merely because an optimization selects it.

Exercises should test the entire information-to-decision chain, including incomplete records, misleading
alerts, conflicting reports, loss of a trusted clock, and unavailability of a key employee. After an exercise, the
team should compare its initial dependencies and estimated action times with observed exercise outcomes,
then record corrections. A model that cannot be maintained, understood, and challenged may increase
cognitive burden during an incident. Context-based production resilience work emphasizes the role of the
operator and the surrounding operating context (Bagozi et al., 2021); the decision trace proposed here gives
that principle a practical expression.

7. Validation Strategy and Limitations

7.1. Proposed validation design

The present study contains an analytical example and does not validate a deployed model. A future evaluation
should begin with a preregistered set of workflow boundaries, assumptions, decision alternatives, and
outcome measures for a collaborating facility. Retrospective incident records can be separated
chronologically into development and evaluation periods, with maintenance windows and known
configuration changes recorded. A prospective tabletop or testbed exercise can then assess whether required
evidence arrives in time and whether proposed actions are operationally feasible. Such an evaluation would
require appropriate site approvals and must not disturb protective functions.

Probability forecasts should be tested for calibration and discrimination, not only whether the largest posterior
state matches the final label. Calibration plots and proper scoring rules such as the Brier score can compare
forecast probabilities against verified outcomes where enough independent cases exist. Confidence intervals
should account for clustering by incident, asset, or facility, and rare outcomes should not be used to claim
finely calibrated probabilities without sufficient data. Where ground truth is uncertain, the evaluation must
describe how labels were established and report sensitivity to ambiguous cases.

Decision evaluation should compare pre-specified alternatives using the same information available at each
decision time. Suitable comparators include a documented fixed response, a static risk assessment, and the
Bayesian policy with and without diagnostic evidence. The outcomes may include realized or simulated
service shortfall, time to a verified recovery, response cost, and the number of recommendations rejected by
safety or quality gates. Counterfactual outcomes for unchosen actions are not directly observed; causal
estimates require an appropriate design, and simulated counterfactuals should be reported as model-
dependent.
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Ablation tests can remove the workflow dependency map, common-cause nodes, or evidence-integrity model
one at a time to examine whether they change decisions. Sensitivity studies should vary priors, observation
likelihoods, recovery times, loss coefficients, dependence structures, and assumptions about attacker
adaptation. An action ranking that reverses under small plausible changes should be labeled unstable.
External assessment across different industries would help determine whether the representation transfers; a
model calibrated for one plant should not be assumed to work in another without review.

7.2. Data, modeling, and causal limitations

Real industrial cyber incidents are relatively sparse in any one facility, and the cases most visible in logs may
not represent undetected or unreported events. A Bayesian prior makes assumptions explicit but does not
create missing evidence. An attacker can adapt to defenses and change the observation process, so stable
historical transition and detection rates may not carry forward. Generic public incident data can inform
hypotheses but may not match a site’s architecture, configurations, staffing, or protective procedures.

The simplified graph may omit common dependencies or contain poorly specified conditional probability
tables. Some variables are continuous and evolve on timescales much shorter than the chosen decision period,;
discretization can conceal transient excursions and unsafe physical dynamics. The network should therefore
be integrated with, rather than substituted for, a validated process model when time-sensitive dynamics are
material. Dynamic failure analysis and adaptive process-safety modeling show the value of using operational
information while also illustrating the modeling choices required (Adedigba et al., 2017; Amin & Khan,
2022).

The quality of financial estimates is also limited. Losses can depend on demand substitution, capacity
recovery, customer behavior, insurance terms, legal obligations, and the passage of time. Some consequences
cannot be expressed responsibly as a monetary amount, and uncertain values may differ across stakeholders.
The hypothetical example fixes these values to make the decision logic inspectable, but it does not
demonstrate that its costs are realistic. Neither its dollar amounts nor its posterior probabilities should be
transferred to an actual facility.

A final limitation is causal identification. The probability of a successful recovery among systems selected
for restoration is not necessarily the probability that restoration would succeed for any system. Similarly, the
presence of a contingency plan may correlate with other capabilities that affect outcomes. Action effects
should be represented as assumptions unless supported by suitable evidence. Expert review, mechanistic
engineering models, and exercises can reduce uncertainty, but they do not automatically establish general
causal effects or prove the safety of a proposed action.

8. Conclusion

This article presents a Bayesian business continuity framework for industrial process workflows disrupted
by cyber events. It links a time-indexed representation of uncertain cyber, physical, and organizational states
to evidence updates, workflow service measures, admissible recovery actions, and business loss. Safety,
quality, and authorization requirements define the action set before the economic comparison is performed.
The framework also distinguishes observed associations from the action effects required for decision analysis.

In a hypothetical two-state example, an imperfect diagnostic changes the preferred action and has an expected
value of 8 thousand US dollars before its 2-thousand-dollar cost. Sensitivity analysis shows that the value
varies with the prior and can disappear when test outcomes do not alter the decision. These are results of the
specified assumptions, not measurements from an operational facility. The example makes the calculation
reproducible while illustrating why posterior beliefs, decision thresholds, and the cost of information should
be considered together.
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Future work should implement the model for a defined workflow, evaluate forecast calibration and decision
performance against documented alternatives, examine common-cause failures and action-dependent
observations, and verify proposed procedures with process-safety and operations specialists. A useful
deployment would require credible local data, maintained dependency maps, transparent evidence
provenance, and accountable human authorization. Until such validation is complete, the framework is a
research and planning aid rather than a basis for automatic plant control.
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